CONTEXT AND DATA STREAMS — SCALE BY DIRECTION, TOKENIZE INTENT LAST

outbound fans out and scales by cache; inbound fans in and scales by partition; both are typed, gated and ranked before anything becomes tokens or vectors Dashed line = the tokenization line. Heavy box = where intent becomes tokens.

QUTBOUND - FANS QUT - SCALES BY CACHE

Catalog and content Edge cache Typed context, outbound Context assembly Tokenize or vectorize

products, prices, policies; »| one copy per city; »| claims with tier, freshness . join by key; only now does the

the system of record publishes more readers cost almost nothing and market attached rank by weight; intent, with the

drop ineligible rows; assembled context,
»| cap the token budget become tokens or
vectors

INBOUND - FANS IN - SCALES BY PARTITION 2

People and agents Gate and queue Typed context, inbound

events, forms, questions; »| consent, region, eligibility; »| this subject's consented state,

many sources, one subject each partitioned per subject and region and nothing about anyone else

the tokenization line

BEFORE THE LINE: TYPED, FILTERABLE, CHEAP - AFTER IT: TEXT AND VECTORS, PAID PER TOKEN

Direction sets the scaling Filter while typed Gate before embedding Tokens are the bill

outbound: add cache, not compute; fields, consent and market can be a vector of personal data is sill every token past the line is paid

inbound: add partitions, not size filtered only before they are text personal data, and can leak for; assemble less, not more




